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3.1 Steps In Physical Design.
Figure 3-1 is a pictorial representation of the steps in the physical design process for a
data warehouse. Note the steps indicated in the figure. Lets broadly understand the
activities within these steps. We will understand how at the end of the process we will
arrive at the completed physical model.

Develop Standards
Many companies invest a lot of time and money to prescribe standards for information
systems. The standards range from how to name the fields in the database to how to
conduct interviews with the user departments for requirements definition. A group in IT is
designated to keep the standards up-to-date. In some companies, every revision must be
updated and authorized by the CIO. Through the standards group, the CIO ensures that the
standards are followed correctly and strictly. Now the practice is to publish the standards
on the company’s intranet. If our IT department is one of the progressive ones giving due
attention to standards, then be happy to embrace and adapt the standards for the data
warehouse.
In the data warehouse environment, the scope of the standards expands to include
additional areas. Standards ensure consistency across the various areas. If we have the
same way of indicating names of the database objects, then we are leaving less room for
ambiguity. With these standards, as soon as someone reads an object name, that person
can know the business subject. Standards take on greater importance in the data
warehouse environment. This is because the usage of the object names is not confined to
the IT department. The users will also be referring to the objects by names when they
formulate and run their own queries.
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Create Aggregates Plan
Let us say that in our environment more than 80% of the queries ask for summary
information. If our data warehouse stores data only at the lowest level of granularity, every
such query has to read through all the detailed records and sum them up. Consider a query
looking for total sales for the year, by product, for all the stores. If we have detailed records
keeping sales by individual calendar dates, by product, and by store, then this query needs
to read a large number of detailed records. So what is the best method to improve
performance in cases like this? If we have higher levels of summary tables of products by
store, the query could run faster. But how many such summary tables must we create?
What is the limit?
In this step, review the possibilities for building aggregate tables. We get clues from the
requirements definition. Look at each dimension table and examine the hierarchical levels.
Which of these levels are more important for aggregation? Clearly assess the trade off.
What we need is a comprehensive plan for aggregation. The plan must spell out the exact
types of aggregates we must build for each level of summarization. It is possible that many
of the aggregates will be present in the OLAP system. If OLAP instances are not for
universal use by all users, then the necessary aggregates must be present in the main
warehouse. The aggregate database tables must be laid out and included in the physical
model
Determine the Data Partitioning Scheme
Consider the data volumes in the warehouse. What about the number of rows in a fact
table? Let us make some rough calculations. Assume there are four dimension tables with
50 rows each on average. Even with this limited number of dimension table rows, the
potential number of fact table rows exceeds six million. Fact tables are generally very large.
Large tables are not easy to manage. During the load process, the entire table must be
closed to the users. Again, backup and recovery of large tables pose difficulties because
of their sheer sizes. Partitioning divides large database tables into manageable parts. Always
consider partitioning options for fact tables. It is not just the decision to partition
that counts. Based on our environment, the real decision is about how exactly to partition
the fact tables. Our data warehouse may be a conglomerate of conformed data marts. We
must consider partitioning options for each fact table. In this step we need to come up with
a definite scheme of partitioning. The scheme must include:
 The fact tables and the dimension tables selected for partitioning
 The type of partitioning for each table—horizontal or vertical
 The number of partitions for each table
 The criteria for dividing each table (for example, by product groups)
 Description of how to make queries aware of partitions
Establish Clustering Options
In the data warehouse, many of the data access patterns rely on sequential access of large
quantities of data. Whenever we have this type of access and processing, we will realize
much performance improvement from clustering. This technique involves placing and
managing related units of data in the same physical block of storage. This arrangement
causes the related units of data to be retrieved together in a single input operation. We need
to establish the proper clustering options before completing the physical model. Examine
the tables, table by table, and find pairs that are related. This means that rows from the
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related tables are usually accessed together for processing in many cases. Then make plans
to store the related tables close together in the same file on the medium.
Prepare an Indexing Strategy
This is a crucial step in the physical design. Unlike OLTP systems, the data warehouse is
query-centric. As we know, indexing is perhaps the most effective mechanism for
improving performance. A solid indexing strategy results in enormous benefits. The
strategy must lay down the index plan for each table, indicating the columns selected for
indexing. The sequence of the attributes in each index also plays a critical role in
performance. Scrutinize the attributes in each table to determine which attributes qualify
for bit-mapped indexes.
Prepare a comprehensive indexing plan. The plan must indicate the indexes for each
table. Further, for each table, present the sequence in which the indexes will be created.
Describe the indexes that are expected to be built in the very first instance of the database.
Many indexes can wait until we have monitored the data warehouse for some time.
Assign Storage Structures
Where do we want to place the data on the physical storage medium? What are the physical
files? What is the plan for assigning each table to specific files? How do we want to divide
each physical file into blocks of data? Answers to questions like these go into the data
storage plan. In an OLTP system, all data resides in the operational database. When we
assign the storage structures in an OLTP system, our effort is confined to the operational
tables accessed by the user applications.
Complete Physical Model
This final step reviews and confirms the completion of the prior activities and tasks. By
the time we reach this step, we have the standards for naming the database objects. We
have determined which aggregate tables are necessary and how we are going to partition
the large tables. We have completed the indexing strategy and have planned for other
performance options and we also know where to put physical files. All the information from
the above steps enables us to complete the physical model. The result is the creation of the
physical schema. We can code the data definition language statements (DDL) in the chosen
RDBMS and create the physical structure in the data dictionary.

3.2 Physical Design Considerations
To understand the physical design considerations of a data warehouse lets understand the
following concepts.

Physical Design Objectives
When we perform the logical design of the database, our goal is to produce a conceptual
model that reflects the information content of the real-world situation. The logical model
represents the overall data components and the relationships. The objectives of the physical
design process do not center on the structure. In physical design, we are getting closer to
the operating systems, the database software, the hardware, and the platform. We are now
more concerned about how the model is going to work than on how the model is going to
look. Now let us understand the significant objectives of physical design.
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 Improve Performance
Performance in an OLTP environment differs from that of a data warehouse in the online
response times. Whereas a response time of less than three seconds is almost mandatory in
an OLTP system, the expectation in a data warehouse is less stringent. Depending on the
volume of data processed during a query, response times varying from a few seconds to a
few minutes are reasonable. Let the users be aware of the difference in expectations.
However, in today’s data warehouse and OLAP environments, response time beyond a few
minutes is not acceptable. Strive to improve performance to keep the response time at this
level. Ensure that performance is monitored regularly and the data warehouse is kept finetuned. Monitoring performance and improving performance must happen at different
levels. At the foundational level, make sure attention is paid by appropriate staff to
performance of the operating system. At the next level lies the performance of the DBMS.
The higher levels of logical database design, application design, and query formatting also
contribute to the overall performance.
 Ensure Scalability
This is a key objective. As we have seen, the usage of the data warehouse escalates over
time with a sharper increase during the initial period. We have discussed this super growth
in some detail. During the super growth period, it is almost impossible to keep up with the
steep rise in usage. As we have already observed, the usage increases on two counts. The
number of users increases rapidly and the complexity of the queries intensifies. As the
number of users increases, the number of concurrent users of the data warehouse also
increases proportionately.
 Manage Storage
Why is managing storage a major objective of physical design? Proper management of
stored data will boost performance. We can improve performance by storing related tables
in the same file. We can manage large tables more easily by storing parts of the tables at
different places in storage. We can set the space management parameters in the DBMS to
optimize the use of file blocks.
 Provide Ease of Administration
This objective covers the activities that make administration easy. For instance, ease of
administration includes methods for proper arrangement of table rows in storage so that
frequent reorganization is avoided. Another area for ease of administration is in the backup
and recovery of database tables. Review the various data warehouse administration tasks.
Make it easy for administration whenever it comes to working with storage or the DBMS.
 Design for Flexibility
In terms of physical design, flexibility implies keeping the design open. As changes to the
data model take place, it must be easy to propagate the changes to the physical model. Our
physical design must have built-in flexibility to satisfy future requirements
 From Logical Model to Physical Model
In the logical model we have the tables, attributes, primary keys, and relationships. The
physical model contains the structures and relationships represented in the database
schema coded with the data definition language (DDL) of the DBMS.
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 Physical Model Components
Having talked about the physical model in general terms and how to get to it through the
physical design steps, let us now explore its details. The physical model represents the
information content at a level closer to the hardware. That means we should have details
such as file sizes, field lengths, data types, primary keys, and foreign keys all reflected in
the model.
 Significance of Standards
Standards in a data warehouse environment cover a wide range of objects, processes, and
procedures. With regard to the physical model, the standard for naming the objects take on
special significance. Standards provide a consistent means for communication. Effective
communication must take place among the members of the project. In a data warehouse
project, the presence of user representatives is more pronounced. As we know, users are
more directly involved in accessing information from a data warehouse than they are in an
OLTP environment. Clear communication with the users becomes more significant.

3.3 Physical Storage
Consider the processing of a query. After the query is verified for syntax and checked
against the data dictionary for authorization, the DBMS translates the query statements to
determine what data is requested. From the data entries about the tables, rows, and
columns desired, the DBMS maps the requests to the physical storage where the data
access take place. The query gets filtered down to physical storage and this is where the
input operations begin. The efficiency of the data retrieval is closely tied to where the data
is stored in physical storage and how it is stored there.
Storage Area Data Structures
Take an overall look at all the data related to the data warehouse. First, we have the data
in the staging area. Though we may look for efficiency in storage and loading, arrangement
of the data in the staging area does not contribute to the performance of the data
warehouse from the point of view of the users. Looking further, the other sets of data relate
to the data content of the warehouse. These are the data and index tables in the data
warehouse. How we arrange and store these tables definitely has an impact on the
performance. Next we have the multidimensional data in the OLAP system. In most cases,
the supporting proprietary software dictates the storage and the retrieval of data in the
OLAP system.
Figure 3-2 shows the physical data structures in the data warehouse. Observe the different
levels of data. Notice the detail and summary data structures. Think further how the data
structures are implemented in physical storage as files, blocks, and records.
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Optimizing Storage
We have reviewed the physical storage structures. When we break each data structure
down to the physical storage level, we find that the structure is stored as files in the physical
storage medium. Take the example of the customer dimension and the salesperson
dimension tables. We have basically two choices for storing the data of these two dimension
tables. Store records from each table in one physical file. Or, if the records from these tables
are retrieved together most of the time, then store records from both the tables in a single
physical file. In either case, records are stored in a file. A collection of records in a file forms
a block. In other words, a file comprises blocks and each block contains records.
Set the Correct Block Size
As we understand, a set of records is stored in a block. What is special about the block? A
data block in a file is the fundamental unit of input/output transfer from the database to
memory where the data gets manipulated. Each block contains a block header that holds
control information. The block header is not open to keeping data. Too many block headers
means too much wasted space. Assume that the block size for the customer file is
2 KB and that an average of ten customer records can fit in a single block.
Each DBMS has its own default block size. 2 KB and 4 KB are common default
block sizes. If the data records requested by a query reside in block number 10, then the
operating system reads that entire block into memory to get the required data records.
What is the effect of increasing the block size in a file? More records or rows will fit into a
single block. Because more records may be fetched in one read, larger block sizes decrease
the number of reads. Another advantage relates to space utilization by the block headers.
As a percentage of the space in a block, the block header occupies less space in a larger
block. Therefore, overall, all the block headers put together occupy less space. But here is
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the downside of larger block sizes. Even when a smaller number of records are needed, the
operating system reads too much extra information into memory, thereby impacting
memory management.
Set the Proper Block Usage Parameters
Most of the leading DBMSs allow we to set block usage parameters at appropriate values
and derive performance improvement. We will find that these usage parameters themselves
and the methods for setting them are dependent on the database software. Generally, two
parameters govern the usage of the blocks, and proper usage of the blocks enhances
performance.
Manage Data Migration
When a record in a block is updated and there is not enough space in the same block for
storing the expanded record, then most DBMSs move the entire updated record to another
block and create a pointer to the migrated record. Such migration affects the performance,
requiring multiple blocks to be read. This problem may be resolved by adjusting the block
percent free parameter. However, migration is not a major problem in data warehouses
because of the negligible number of updates.
Manage Block Utilization
Performance degenerates when data blocks contain excessive amounts of free space.
Whenever a query calls for a full table scan, performance suffers because of the need to
read too many blocks. Manage block underutilization by adjusting the block percent free
parameter downward and the block percent used parameter upward.
Resolve Dynamic Extension
When the current extent on disk storage for a file is full, the DBMS finds a new extent and
allows an insert of a new record. This task of finding a new extension on the fly is referred
to as dynamic extension. However, dynamic extension comes with significant overhead.
Reduce dynamic extension by allocation of large initial extents.
Employ File Striping Techniques
We perform file striping when we split the data into multiple physical parts and store these
individual parts on separate physical devices. File striping enables concurrent input/output
operations and improves file access performance substantially.

3.4 Using RAID Technology
Redundant array of inexpensive disks (RAID) technology has become common to the
extent that almost all of today’s data warehouses make good use of this technology. These
disks are found on large servers. The arrays enable the server to continue operation even
while they are recovering from the failure of any single disk. The underlying technique
that gives the primary benefit of RAID breaks the data into parts and writes the parts to
multiple disks in a striping fashion. The technology can recover data when a disk fails and
reconstruct the data. RAID is very fault-tolerant. Here are the basic features of the
technology:
Disk mirroring
Writing the same data to two disk drives connected to the same controller
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Disk Duplexing
Similar to mirroring, except here each drive has its own distinct controller
Parity checking
Addition of a parity bit to the data to ensure correct data transmission
Disk striping
Data spread across multiple disks by sectors or bytes.
RAID is implemented at six different levels: RAID 0 through RAID 5.
Figure 3-3, gives we a brief description of RAID. Note the advantages and disadvantages.
The lowest level configuration RAID 0, will provide data striping. At the other end of the
range, RAID 5 is a very valuable arrangement.

3.5 Estimating Storage Sizes
No discussion of physical storage is complete without a reference to estimation of storage
sizes. Every action in the physical model takes place in physical storage. We need to know
how much of storage space must be made available initially and on an ongoing basis as the
data warehouse grows. Here are a few tips on estimating storage sizes:
For each database table, determine
 Initial estimate of the number of rows
 Average length of the row
 Anticipated monthly increase in the number of rows
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Initial size of the table in megabytes (MB)
Calculated table sizes in 6 months and in 12 months

For all tables, determine
 The total number of indexes
 Space needed for indexes, initially, in 6 months, and in 12 months
Estimate
 Temporary work space for sorting, merging
 Temporary files in the staging area
 Permanent files in the staging area

3.6 Indexing The Data Warehouse
In a query-centric system like the data warehouse environment, the need to process
queries faster dominates. There is no surer way of turning our users away from the data
warehouse than by unreasonably slow queries. For the user in an analysis session going
through a rapid succession of complex queries, we have to match the pace of the query
results with the speed of thought. Among the various methods to improve performance,
indexing ranks very high. What types of indexes must we build in our data warehouse? The
DBMS vendors offer a variety of choices. The choice is no longer confined to sequential
index files. All vendors support B-Tree indexes for efficient data retrieval. Another option is
the bitmapped index. As we will see later in this section, this indexing technique is very
appropriate for the data warehouse environment. Some vendors are extending the power of
indexing to specific requirements. These include indexes on partitioned tables and
index-organized tables.
Indexing Overview
Let us consider the technique of indexing from the perspective of the data warehouse. The
data tables are “read-only.” This feature implies that we almost never update the records
or delete records. And records are not inserted into the tables after the loads. When we do
adds, updates, or deletes, we incur additional overhead for manipulating the index files.
But in a data warehouse this is not the case. So we can create a number of indexes for
each table.
How many indexes can we create per table? Most of the indexing is done on the dimension
tables. Generally, we will see a lot more indexes in a data warehouse than in an OLTP
system. When a table grows in volume, the indexes also increase in size, requiring more
storage. The general rule is that the maximum number of indexes varies inversely with the
size of the table. Large numbers of indexes affect the loading process because indexes are
created for new records at that time. We have to balance the various factors and decide on
the number of indexes per table. Review the tables, one by one.
Indexes and Loading
When we have a large number of indexes, the loading of data into the warehouse slows
down considerably. This is because when each record is added to a data table, every
corresponding index entry must be created. The problem is more acute during initial loads.
We can address this problem by dropping the indexes before running the load jobs. By
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doing so, the load jobs will not create the index entries during the load process. After the
loading process completes, we can run separate jobs to construct the index files.
Construction of the index files takes substantial time, but not as much as creating index
entries during the load process.
Indexing for Large Tables
Large tables with millions of rows cannot support many indexes. When a table is too large,
having more than just one index itself could cause difficulties. If we must have many
indexes for the table, consider splitting the table before defining more indexes.
Index-Only Reads
As we know, in the data retrieval process the index record is first read and then the
corresponding data read takes place. The DBMS selects the best index from among the
many indexes. Let us say the DBMS uses an index based on four columns in a table and
many users in our environment request data from these four columns and one more
column in the table. How does the data retrieval take place? The DBMS uses this index
record to retrieve the corresponding data record. We need at least two input–output (I/O)
operations. In this instance, the DBMS has to retrieve the data record just for one
additional column. In such cases, consider adding that extra column to the index.
The DBMS will read the index and find that all the information needed is contained
in the index record itself, so it will not read the data record unnecessarily.
Selecting Columns for Indexing
How do we select the columns in a table as most suitable for indexing? Which columns will
produce the best performance if indexed? Examine the common queries and note the
columns that are frequently used to constrain the queries. Such columns are candidates for
indexing. If many queries are based on product line, then add product line to our list of
potential columns for indexing.
A Staged Approach
Many data warehouse administrators are puzzled about how to get started with indexing.
How many indexes are needed for each table and which columns must be selected for
indexing for the initial deployment of the data warehouse? They do a preliminary review of
the tables, but have no experience with real-world queries yet. This is precisely the point.
Experience cannot be a guideline. We need to wait for the users to exercise the data
warehouse for some time. A staged approach to indexing seems to be prudent. Start with
indexes on just the primary and foreign keys of each table.

3.7 B-Tree Index
Most database management systems have the B-Tree Index technique as the default
indexing method. When we code statements using the data definition language of the
database software to create an index, the system creates a B-Tree index. RDBMSs also
create B-Tree indexes automatically on primary key values. The B-Tree index technique
supercedes other techniques because of its data retrieval speed, ease of maintenance, and
simplicity. Now please refer to Figure 3-4 showing an example of a B-Tree Index. Notice
the tree structure with the root at the top. The index consists of a B-Tree (a balanced binary
tree) structure based on the values of the indexed column. In the example, the indexed
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column is Name. This B-Tree is created using all the existing names that are the values of
the indexed column. Observe the upper blocks that contain index data pointing to the next
lower block. Think of a B-Tree index as containing hierarchical levels of blocks. The lowestlevel blocks or the leaf blocks point to the rows in the data table. Note the data addresses in
the leaf blocks. If a column in a table has many unique values, then the selectivity of the
column is said to be high. In a territory dimension table, the column for City contains many
unique values. This column is therefore highly selective. B-Tree indexes are most suitable
for highly selective columns. Because the values at the leaf nodes will be unique they will
lead to distinct data rows and not to a chain of rows. What if a single column is not highly
Selective? How can we make use of B-Tree indexing in such cases? For example, the first
name column in an employee table is not highly selective. Many common first names exist.
But we can improve the selectivity by concatenating the first name with the last name. The
combination is much more selective. Create a concatenated B-Tree index on both the
columns together.

Indexes grow in direct proportion to the growth of the indexed data table. Wherever
indexes contain concatenation of multiple columns, they tend to sharply increase in size. As
the data warehouse deals with large volumes of data, the size of the index files can be cause
for concern. What can we say about the selectivity of the data in the warehouse? Are most
of the columns highly selective? Not really. If we inspect the columns in the dimension
tables, we will notice a number of columns that contain low-selectivity data. B-Tree
indexes do not work well with data whose selectivity is low. What is the alternative? That
leads us to another type of indexing technique.
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3.8 Bitmapped Index
Bitmapped indexes are ideally suitable for low-selectivity data. A bitmap is an ordered
series of bits, one for each distinct value of the indexed column. Assume that the column for
colour has three distinct colours, namely, white, almond, and black. Construct a bitmap
using these three distinct values. Each entry in the bitmap contains three bits. Let us say
the first bit refers to white, the second to almond, and the third to black. If a product is
white in colour, the bitmap entry for that product consists of three bits, where the first bit is
set to 1, the second bit is set to 0, and the third bit is set to 0. If a product is almond in
colour, the bitmap entry for that product consists of three bits, where the first bit is set to 0,
the second bit is set to 1, and the third bit is set to 0. We get the picture. Now please study
the bitmapped index example shown in Figure 3.5 The figure presents an extract of the
sales table and bitmapped indexes for the three different columns. Notice how each entry
in an index contains the ordered bits to represent the distinct values in the column. An
entry is created for each row in the base table. Each entry carries the address of the base
table row.

How do the bitmapped indexes work to retrieve the requested rows? Consider a query
against the sales table in the above example:
Select the rows from Sales table
Where Product is “Washer” and
Colour is “Almond” and
Division is “East” or “South”
Figure 3.6 illustrates how Boolean logic is applied to find the result set based on the
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bitmapped indexes shown in Figure 3-6. As we may observe, bitmapped indexes support
queries using low-selectivity columns. The strength of this technique rests on its
effectiveness when using predicates on low-selectivity columns in queries. Bitmapped
indexes take significantly less space than B-Tree indexes for low-selectivity columns. In a
data warehouse, many data accesses are based on low-selectivity columns. Also, analysis
using “what-if” scenarios require queries involving several predicates. We will find that
bitmapped indexes are more suitable for a data warehouse environment than for an OLTP
system.
Select the rows from Sales
Where Product is Washer, and
Colour is Almond, and Division is East or South.

On the other hand, if new values are introduced for the indexed columns, the bitmapped
indexes have to be reconstructed. Another disadvantage relates to the necessity to access
the data tables all the time after the bitmapped indexes are accessed. B-Tree indexes do not
require table access if the requested information is already contained in the index.

3.9 Clustered Indexes
Some RDBMSs offer a new type of indexing technique. In the B-Tree, bitmapped, or any
sequential indexing method, we have a data segment where the values of all columns are
stored and an index segment where index entries are kept. The index segment repeats the
column values for the indexed columns and also holds the addresses for the entries in the
data segment. Clustered tables combine the data segment and the index segments; the two
segments are one. Data is the index and index is the data.
Clustered tables improve performance considerably because in one read we get the index
and the data segments. Using the traditional indexing techniques, we need one read
to get the index segment and a second read to get the data segment. Queries run faster
with clustered tables when we are looking for exact matches or searching for a range of
values. If our RDBMS supports this type of indexing, make use of this technique wherever
we can in wer environment.
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3.10 Performance Enhancement Techniques
Apart from the indexing techniques we have discussed in the previous section, a few other
methods also improve performance in a data warehouse. For example, physically
compacting the data when writing to storage enables more data to be loaded into a single
block. That also means that more data may be retrieved in one read. Another method for
improving performance is the merging of tables. Again, this method enables more data to
be retrieved in one read. If we purge unwanted and unnecessary data from the warehouse
in a regular manner, we can improve the overall performance. Many techniques are
available through the DBMS, and most of these techniques are especially suitable for the
data warehouse environment.
Data Partitioning
Typically, the data warehouse holds some very large database tables. The fact tables run
into millions of rows. Dimension tables like the product and customer tables may also
contain a huge number of rows. When we have tables of such vast sizes, we face certain
specific problems. First, loading of large tables takes excessive time. Then, building indexes
for large tables also runs into several hours. What about processing of queries against large
tables? Queries also run longer when attempting to sort through large volumes of data to
obtain the result sets. Backing up and recovery of huge tables takes an inordinately long
time. Again, when we want to selectively purge and archive records from a large table,
wading through all the rows takes a long time. What if we are able to divide large tables into
manageable chunks? Will we not see performance improvements? Performing maintenance
operations on smaller pieces is easier and faster. Partitioning is a crucial decision and must
be planned up front. Doing this after the data warehouse is deployed and goes into
production is time-consuming and difficult.
Partitioning means deliberate splitting of a table and its index data into manageable
parts. The DBMS supports and provides the mechanism for partitioning. When we define
the table, we can define the partitions as well. Each partition of a table is treated as a
separate object. As the volume increases in one partition, we can split that partition further.
The partitions are spread across multiple disks to gain optimum performance. Each
partition in a table may have distinct physical attributes, but all partitions of the table have
the same logical attributes. What are the criteria for splitting a table into partitions? We can
split a large table vertically or horizontally. In vertical partitioning, we separate out the
partitions by grouping selected columns together. Each partitioned table contains the same
number of rows as the original table. Usually, wide dimension tables are candidates for
vertical partitioning. Horizontal partitioning is the opposite. Here we divide the table by
grouping selected rows together. In a data warehouse, horizontal partitioning based on
calendar dates works well. We can split a table into partitions of recent events and past
history. This gives we the option to keep the recent events up and running while taking the
historical component off-line for maintenance. Horizontal partitioning of the fact tables
produces great benefits:
 A query needs to access only the necessary partitions. Applications can be given the
choice to have partition transparency or they may explicitly request an individual
partition. Queries run faster when accessing smaller amounts of data.
 An entire partition may be taken off-line for maintenance. We can separately schedule
maintenance of partitions. Partitions promote concurrent maintenance operations.
 Index building is faster.
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Loading data into the data warehouse is easy and manageable.
Data corruption affects only a single partition. Backup and recovery on a single
partition reduces downtime.
The input–output load gets balanced by mapping different partitions to the various
disk drives.

Data Clustering
In the data warehouse, many queries require sequential access of huge volumes of data.
The technique of data clustering facilitates such sequential access. Clustering fosters
sequential pre fetch of related data. We achieve data clustering by physically placing related
tables close to each other in storage. When we declare a cluster of tables to the DBMS, the
tables are placed in neighbouring areas on disk. How we exercise data clustering depends
on the features of the DBMS. Review the features and take advantage of data clustering.
Parallel Processing
Consider a query that accesses large quantities of data, performs summations, and then
makes a selection based on multiple constraints. It is immediately obvious that we will
achieve major performance improvement if we can split the processing into components
and execute the components in parallel. The simultaneous concurrent executions will
produce the result faster. Several DBMS vendors offer parallel processing features that are
transparent to the users. As a designer of the query, the user need not know how a specific
query must be broken down for parallel processing. The DBMS will do that for the user.
Parallel processing techniques may be applied to data loading and data reorganization.
Parallel processing techniques work in conjunction with data partitioning schemes. The
parallel architecture of the server hardware also affects the way parallel processing options
may be invoked. Some physical options are critical for effective parallel processing. We
have to assess propositions like placing two partitions on the same storage device if we
need to process them in parallel. Parallel processing and partitioning together provide great
potential for improved performance. But the designer must decide how to use them
effectively.
Data Arrays
What are data arrays? Suppose in a financial data mart we need to keep monthly balances
of individual line accounts. In a normalized structure, the monthly balances for a year will
be found in twelve separate table rows. Assume that in many queries the users request for
the balances for all the months together. How can we improve the performance? We can
create a data array or repeating group with twelve slots, each to contain the balance for
one month.
Although creating arrays is a clear violation of normalization principles, this technique
yields tremendous performance improvement. In the data warehouse, the time element is
interwoven into all data. Frequently, users look for data in a time series. Another example
is the request for monthly sales figures for 24 months for each salesperson. If we analyze
the common queries, we will be surprised to see how many need data that can be readily
stored in arrays.
Data warehouse Deployment
Deployment is the next phase after construction, we are now at a position where we are left
with the task of harnessing the benefits of the data warehouse and it can be achieved by
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way of deploying the data warehouse for the use. In the deployment phase, we attend to
the last few details, turn the data warehouse on, and let the users reap the benefits, as by
now majority of the functions are completed. The main concerns in the deployment phase
relate to the users getting the training, support, and the hardware and tools they need to get
into the warehouse. To find our place in the whole life cycle of data warehouse
development, let us summarize the functions and operations that have been completed up
to this point. Here is the list of major activities already completed in the construction
phase:
 The infrastructure is in place with the components fully tested.
 The validity of the architecture is already verified.
 The database is defined. Space allocation for the various tables is completed.
 The staging area is fully set up with file allocations.
 The extract, transformation, and all other staging area jobs are tested.
 The creation of the load images is tested in the development environment. Testing of
initial loads and incremental loads is done.
 Query and reporting tools are tested in the development environment.
 The OLAP system is installed and tested.
 Web-enabling the data warehouse is completed.
Major Deployment Activities
As we already observed that a large number of critical activities have been completed. All
the components have been tested. All the component are in place. Now lets us look at
Figure 3.7 showing the activities in the deployment phase. Observe the primary tasks in
each box representing the activities in this phase. In the deployment phase, establish a
feedback mechanism for the users to let the project team know how the deployment is
going. If this is the initial rollout, most of wer users will be new to the processes. Although
the users must have received training, substantial handholding is essential in this phase. Be
prepared to provide the support. Let us inspect each major activity in the deployment
phase. As we move along, please pick up tips and adapt them to wer environment.
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Complete User Acceptance
Proper acceptance of the system by the users is not just a formality in the deployment
phase, it is an absolute necessity. Do not proceed to force the deployment before the key
user representatives express their satisfaction about the data warehouse. Some
organizations have procedures for a formal sign-off. Others conduct a series of user
acceptance tests in which each function is accepted. It does not matter how the user
acceptance activity is completed but do complete it in the manner in which such
acceptances are usually done in wer environment.
Perform Initial Loads
The major activities that are to be carried out in the process of initial load process includes
the picking up of load images that are already in the format of the table records
themselves. Here are the major steps of the complete initial load:















Drop the indexes on the data warehouse relational tables. As we know, index building
during the loading consumes an enormous chunk of time. Remember that the initial
load deals with very large volumes of data, hundreds of thousands and even millions of
rows. We cannot afford to have anything slowing down the load process.
As we know, each dimension table record is in a one-to-many relationship with the
corresponding fact table records. That means referential integrity is enforceable by the
DBMS on this relationship. But we assume that the load images have been created
carefully and that we can suspend this restriction to speed up the load process. This is
up to each team, based on the confidence level for the creation of the load images.
In some cases, the initial loads may run for a number of days. If wer initial load aborts
after a few days of processing because of some system failure, then we have a disaster
on wer hands. What is the solution? Should we go back to the beginning and start all
over again? No. Make sure we have proper check-pointing so that we can pick up from
the latest checkpoint and continue.
Load the dimension tables first for the reasons already discussed in last units.
Remember how the keys are built for the dimension table records. Recall how the keys
for the fact table records are formed from those of the dimension table records. That is
why we need to load the dimension tables first and then the fact tables. Some data
warehouse teams opt to load the smaller dimension tables first and verify the load
process before starting the loads of the larger tables.
Load the fact tables next. The keys for the fact table records would already have been
resolved before creating load images in the staging area.
Based on wer already established plan for aggregate or summary tables, create the
aggregate tables based on the records in the dimension and fact tables. Sometimes, load
images are created for the aggregate tables beforehand in the staging area. If so, apply
these load images at this time to create the aggregate tables.
We know that we have suspended index creation during the loads; now build the
indexes.

Get User Desktops Ready
Getting the user machines ready for the data warehouse is a comparatively small part in
terms of the overall effort from beginning to end. Although the effort may be much less
than 10% of the total activities, what the users see and experience at their desktops is what
counts for them. The set of desktop tools is the data warehouse for the users. Therefore,
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we need to pay special attention to the installation of the data access tools, the network
connections that link up the user machines to the servers, and the configuration of the
middle tiers. Depending upon the method of deployment, consider allocating enough time
for getting the desktops ready.
Before starting this activity, make a list of configuration needs for the client machines, all
the information delivery software to be installed, the hardware setup for the desktop
machines, and the entire spectrum of requirements for network connections.
Complete Initial User Training
The importance of training and orientation for the users cannot be overemphasized. IT
professionals may think of the separate components of data, applications, and tools. From
an IT department’s point of view, training is thought of as training about these three
components. But to the users, it is all one. They do not distinguish between applications
and tools. The training program must be designed from the users’ point of view. An
essential difference exists between training of users in operational system implementations
and data warehouse implementations. The capabilities offered in the data warehouse have
a much wider potential. Users are not aware of how much they can really do with the tools
in the data warehouse. To get started, plan to train the users in the following areas:
 Basic database and data storage concepts.
 Fundamental features of a data warehouse.
 Contents of the data warehouse as applicable to each user group.
 Browsing through the warehouse contents.
 Use of data access and retrieval tools.
 Applicability of Web technology for information delivery.
 Set of predefined queries and reports
 Types of analysis that can be performed
 Query templates and how to use them.
 Report scheduling and delivery.
 Data load schedule and currency of the data.
 The support structure, including first line of contact.
Institute Initial User Support
In the early days of post deployment, every member of the data warehouse support staff is
usually very busy. Users may have a wide range of questions from basic sign-on to
performing complex drill-down analysis. Many questions may just relate to the hardware
issues. The users need an extensive degree of handholding, at least during the initial stages.
We need to be ready every time to answer to the queries of the users and shall be prompt in
hand handling of the users for the actual use of data warehouse.

Deploy in Stages
Building and deploying a data warehouse is a major undertaking for any organization. This
is a project that calls for many different types of skills. The data warehouse encompasses
several different technologies. The process of data extraction, transformation, and loading
is tedious and labour intensive. Users receive information in vastly new ways. The effort is
big, possibly bigger than most of the previous information projects any enterprise has ever
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launched before. The best method of deploying a data warehouse is to deployment in
manageable parts. So we should make the deployment happen in stages. Now that we are
doing the deployment in stages it is very important to clearly chalk out the stages. Plan a
schedule that is most effective from the point of view of the users as well as the project
team.
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