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Unit III 

 

Internet control protocols: 

 

1. ICMP 

 

The Internet Control Message Protocol (ICMP) is a companion to the IP protocol and 

has been designed to compensate for the following two deficiencies of IP Protocol: 

lack of error control and lack of assistance mechanisms. 

The IP protocol has no error-reporting or error-correcting mechanism. What happens 

if something goes wrong? What happens if a router must discard a datagram because 

it cannot find a router to the final destination, or because the time-to-live field has a 

zero value? What happens if the final destination host must discard all fragments of a 

datagram because it has not received all fragments within a predetermined time limit? 

These are examples of situations where an error has occurred and the IP protocol has 

no built-in mechanism to notify the original host. 

The IP protocol also lacks a mechanism for host and management queries. A host 

sometimes needs to determine if a router or another host is alive. And sometimes a net- 

work administrator needs information from another host or router. 

ICMP messages are divided into two broad categories: error-reporting messages and 

query messages. 

The error-reporting messages report problems that a router or a host (destination) may 

encounter when it processes an IP packet. 

The query messages, which occur in pairs, help a host or a network manager get 

specific information from a router or another host. For example, nodes can discover 

their neighbors. Also, hosts can discover and learn about routers on their network, and 

routers can help a node redirect its messages. 

 

Message Format 

An ICMP message has an 8-byte header and a variable-size data section. Although the 

general format of the header is different for each message type, the first 4 bytes are 

common to all. As Figure below  shows, the first field, ICMP type, defines the type of 

the message. The code field specifies the reason for the particular message type. The 

last common field is the checksum field . The rest of the header is specific for each 

message type.The data section in error messages carries information for finding the 



 

 

original packet that had the error. In query messages, the data section carries extra 

information based on the type of the query. 

 

 

 

Error Reporting 

One of the main responsibilities of ICMP is to report errors. Although technology has 

produced increasingly reliable transmission media, errors still exist and must be 

handled. IP, as discussed in Chapter 20, is an unreliable protocol. This means that 

error checking and error control are not a concern of IP. ICMP was designed, in part, 

to compensate for this shortcoming. However, ICMP does not correct errors-it simply 

reports them. Error correction is left to the higher-level protocols. Error messages are 

always sent to the original source because the only information available in the 

datagram about the route is the source and destination IP addresses. ICMP uses the 

source IP address to send the error message to the source (originator) of the datagram. 

 



 

 

Five types of errors are handled: destination unreachable, source quench, time 

exceeded, parameter problems, and redirection (see Figure below) 

 

 

 

 

The following are important points about ICMP error messages: 

O No ICMP error message will be generated in response to a datagram carrying an 

ICMP error message. 

D No ICMP error message will be generated for a fragmented datagram that is not the 

first fragment. 

D No IeMP error message will be generated for a datagram having a multicast 

address. 

D No ICMP error message will be generated for a datagram having a special address 

such as 127.0.0.0 or 0.0.0.0. 

 

Note that all error messages contain a data section that includes the IP header of the 

original datagram plus the first 8 bytes of data in that datagram. The original 

datagram header is added to give the original source, which receives the error 

message, information about the datagram itself. 

 

Destination Unreachable 

When a router cannot route a datagram or a host cannot deliver a datagram, the 

datagram is discarded and the router or the host sends a destination-unreachable 

message back to the source host that initiated the datagram. Note that destination-

unreachable messages can be created by either a router or the destination host. 

 

Source Quench 

The IP protocol is a connectionless protocol. There is no communication between the 

source host, which produces the datagram, the routers, which forward it, and the 

destination host, which processes it. One of the ramifications of this absence of 

communication is the lack of flow control. IP does not have a flow control mechanism 



 

 

embedded in the protocol. The lack of flow control can create a major problem in the 

operation of IP: congestion. The source host never knows if the routers or the 

destination host has been overwhelmed with datagrams. The source host never knows 

if it is producing datagrams faster than can be forwarded by routers or processed by the 

destination host. 

The lack of flow control can create congestion in routers or the destination host. A 

router or a host has a limited-size queue (buffer) for incoming datagrams waiting to be 

forwarded (in the case of a router) or to be processed (in the case of a host). If the 

datagrams are received much faster than they can be forwarded or processed, the queue 

may overflow. In this case, the router or the host has no choice but to discard some of 

the datagrams. The source-quench message in ICMP was designed to add a kind of 

flow control to the IP. When a router or host discards a datagram due to congestion, it 

sends a source-quench message to the sender of the datagram. This message has two 

purposes. First, it informs the source that the datagram has been discarded. Second, it 

warns the source that there is congestion somewhere in the path and that the source 

should slow down (quench) the sending process. 

 

 

 

Time Exceeded 

The time-exceeded message is generated in two cases: routers use routing tables to 

find the next hop (next router) that must receive the packet. I f there are errors in one 

or more routing tables, a packet can travel in a loop or a cycle, going from one router 

to the next or visiting a series of routers endlessly. Each datagram contains a field 

called time to live that controls this situation. When a datagram visits a router, the 

value of this field is decremented by 1. When the time-to-live value reaches 0, after 

decrementing, the router discards the datagram. How- ever, when the datagram is 

discarded, a time-exceeded message must be sent by the router to the original source. 

Second, a time-exceeded message is also generated when not all fragments that make 

up a message arrive at the destination host within a certain time limit. 

 

Parameter Problem 

Any ambiguity in the header part of a datagram can Create serious problems as the 

data- gram travels through the Internet. If a router or the destination host discovers an 

ambiguous or missing value in any field of the datagram, it discards the datagram and 

sends a parameter-problem message back to the source. 

Redirection 

When a router needs to send a packet destined for another network, it must know the 

IP address of the next appropriate router. The same is true if the sender is a host. Both 

routers and hosts, then, must have a routing table to find the address of the router or 

the next router. Routers take part in the routing update process, and are supposed to be 

updated constantly. Routing is dynamic. 

However, for efficiency, hosts do not take part in the routing update process because 

there are many more hosts in an internet than routerS. Updating the routing tables of 

hosts dynamically produces unacceptable traffic. The hosts usually use static routing. 



 

 

When a host comes up, its routing table has a limited number of entries. It usually 

knows the IP address of only one router, the default router. For this reason, the host 

may send a data- gram, which is destined for another network, to the wrong router. In 

this case, the router that receives the datagram will forward the datagram to the correct 

router. However, to update the routing table of the host, it sends a redirection message 

to the host. 

 

Query 

In addition to error reporting, ICMP can diagnose some network problems. This is 

accomplished through the query messages, a group of four different pairs of messages. 

In this type of ICMP message, a node sends a message that is answered in a specific 

format by the destination node. A query message is encapsulated in an IP packet, which 

in turn is encapsulated in a data link layer frame. However, in this case, no bytes of the 

original IP are included in the message, as shown in Figure below 

  

 

 

 

 

Echo Request and Reply 

 

 The echo-request and echo-reply messages are designed for diagnostic purposes. Net- 

work managers and users utilize this pair of messages to identify network problems. 

The combination of echo-request and echo-reply messages detennines whether two 

systems (hosts or routers) can communicate with each other. The echo-request and 

echo-reply messages can be used to determine if there is communication at the IP level. 

Because ICMP messages are encapsulated in IP datagrams, the receipt of an echo-reply 

message by the machine that sent the echo request is proof that the IP protocols in the 

sender and receiver are communicating with each other using the IP datagram. Also, it 

is proof that the intermediate routers are receiving, processing, and forwarding IP 

datagrams. Today, most systems provide a version of the ping command that can create 

a series (instead of just one) of echo-request and echo-reply messages, providing 

statistical information. 



 

 

 

Timestamp Request and Reply 

Two machines (hosts or routers) can use the timestamp request and timestamp reply 

messages to determine the round-trip time needed for an IP datagram to travel between 

them. It can also be used to synchronize the clocks in two machines. 

Address-Mask Request and Reply 

A host may know its IP address, but it may not know the corresponding mask. For 

example, a host may know its IP address as 159.31.17.24, but it may not know that the 

corresponding mask is /24. To obtain its mask, a host sends an address-mask-request 

message to a router on the LAN. If the host knows the address of the router, it sends 

the request directly to the router. If it does not know, it broadcasts the message. The 

router receiving the address-mask-request message responds with an address-mask-

reply message, providing the necessary mask for the host. This can be applied to its 

full IP address to get its subnet address. 

Router Solicitation and Advertisement 

As we discussed in the redirection message section, a host that wants to send data to a 

host on another network needs to know the address of routers connected to its own 

network. Also, the host must know if the routers are alive and functioning. The router-

solicitation and router-advertisement messages can help in this situation. A host can 

broadcast (or multicast) a router-solicitation message. The router or routers that receive 

the solicitation message broadcast their routing information using the router-

advertisement message. A router can also periodically send router-advertisement 

messages even if no host has solicited. Note that when a router sends out an 

advertisement, it announces not only its own presence but also the presence of all 

routers on the network of which it is aware. 

 

 

 

ARP : Mapping Logical to Physical Address 
 

The address resolution protocol (arp) is a protocol used by the Internet Protocol (IP) , 

specifically IPv4, to map IP network addresses to the hardware addresses used by a 

data link protocol. 

The protocol operates below the network layer as a part of the interface between the 

OSI network and OSI link layer. It is used when IPv4 is used over Ethernet. 

The term address resolution refers to the process of finding an address of a computer 

in a network. The address is "resolved" using a protocol in which a piece of information 

is sent by a client process executing on the local computer to a server process executing 

on a remote computer. The information received by the server allows the server to 

uniquely identify the network system for which the address was required and therefore 

to provide the required address. The address resolution procedure is completed when 

the client receives a response from the server containing the required address. 

An Ethernet network uses two hardware addresses which identify the source and 

destination of each frame sent by the Ethernet. The destination address (all 1's) may 

https://www.erg.abdn.ac.uk/users/gorry/course/inet-pages/ip-enet.html
https://www.erg.abdn.ac.uk/users/gorry/course/lan-pages/enet.html
https://www.erg.abdn.ac.uk/users/gorry/course/lan-pages/enet.html


 

 

also identify a broadcast packet (to be sent to all connected computers). The hardware 

address is also known as the Medium Access Control (MAC) address, in reference to 

the standards which define Ethernet. Each computer network interface card is allocated 

a globally unique 6 byte link address when the factory manufactures the card (stored 

in a PROM). This is the normal link source address used by an interface. A computer 

sends all packets which it creates with its own hardware source link address, and 

receives all packets which match the same hardware address in the destination field or 

one (or more) pre-selected broadcast/multicast addresses. 

The Ethernet address is a link layer address and is dependent on the interface card 

which is used. IP operates at the network layer and is not concerned with the link 

addresses of individual nodes which are to be used.The address resolution protocol 

(arp) is therefore used to translate between the two types of address. The arp client and 

server processes operate on all computers using IP over Ethernet. The processes are 

normally implemented as part of the software driver that drives the network interface 

card. 

There are four types of arp messages that may be sent by the arp protocol. These are 

identified by four values in the "operation" field of an arp message. The types of 

message are: 

 1 ARP request 

 2 ARP reply 

 3 RARP request 

 4 RARP reply 

https://www.erg.abdn.ac.uk/users/gorry/course/intro-pages/uni-b-mcast.html
https://www.erg.abdn.ac.uk/users/gorry/course/lan-pages/mac.html
https://www.erg.abdn.ac.uk/users/gorry/course/lan-pages/enet.html
https://www.erg.abdn.ac.uk/users/gorry/course/lan-pages/nic.html
https://www.erg.abdn.ac.uk/users/gorry/course/inet-pages/ip-address.html
https://www.erg.abdn.ac.uk/users/gorry/course/inet-pages/ip-address.html
https://www.erg.abdn.ac.uk/users/gorry/course/inet-pages/ip-enet.html
https://www.erg.abdn.ac.uk/users/gorry/course/lan-pages/nic.html
https://www.erg.abdn.ac.uk/users/gorry/course/lan-pages/nic.html


 

 

The format of an ARP message is shown below: 

The fields are as follows: 

 

o Hardware type. This is a 16-bit field defining the type of the network on which 

ARP is running. Each LAN has been assigned an integer based on its type. For 

example, Ethernet is given type 1. ARP can be used on any physical network. 

o Protocol type. This is a 16-bit field defining the protocol. For example, the value of 

this field for the IPv4 protocol is 0800 16, ARP can be used with any higher-level 

protocol. 

o Hardware length. This is an 8-bit field defining the length of the physical address in 

bytes. For example, for Ethernet the value is 6. 

o Protocol length. This is an 8-bit field defining the length of the logical address in 

bytes. For example, for the IPv4 protocol the value is 4. 

o Operation. This is a 16-bit field defining the type of packet. Two packet types are 

defined: ARP request (1) andARP reply (2). 

o Sender hardware address. This is a variable-length field defining the physical 

address of the sender. For example, for Ethernet this field is 6 bytes long. 

o Sender protocol address. This is a variable-length field defining the logical (for 

example, IP) address of the sender. For the IP protocol, this field is 4 bytes long. 



 

 

o Target hardware address. This is a variable-length field defining the physical 

address of the target. For example, for Ethernet this field is 6 bytes long. For an ARP 

request message, this field is alI Os because the sender does not know the physical 

address of the target. 

o Target protocol address. This is a variable-length field defining the logical (for 

example, IP) address of the target. For the IPv4 protocol, this field is 4 bytes long. 

 

Operation 

Let us see how ARP functions on a typical internet. First we describe the steps 

involved. Then we discuss the four cases in which a host or router needs to use ARP. 

These are the steps involved in an ARP process: 

1. The sender knows the IP address of the target. We will see how the sender obtains 

this shortly. 

2. IP asks ARP to create an ARP request message, filling in the sender physical 

address, the sender IP address, and the target IP address. The target physical address 

field is filled with Os. 

3. The message is passed to the data link layer where it is encapsulated in a frame by 

using the physical address of the sender as the source address and the physical 

broadcast address as the destination address. 

4. Every host or router receives the frame. Because the frame contains a broadcast 

destination address, all stations remove the message and pass it to ARP. All machines 

except the one targeted drop the packet. The target machine recognizes its IP address. 

5. The target machine replies with an ARP reply message that contains its physical 

address. The message is unicast. 

6. The sender receives the reply message. It now knows the physical address of the 

target machine. 

7. The IP datagram, which carries data for the target machine, is now encapsulated in 

a frame and is unicast to the destination. 

 

RARP : Mapping Physical to Logical Address 
 

RARP (Reverse Address Resolution Protocol) is a protocol by which a physical 

machine in a local area network can request to learn its IP address from a gateway 

server's Address Resolution Protocol (ARP) table or cache. A network administrator 

creates a table in a local area network's gateway router that maps the physical 

machine (or Media Access Control - MAC address) addresses to corresponding 

Internet Protocol addresses. When a new machine is set up, its RARP client program 

requests from the RARP server on the router to be sent its IP address. Assuming that 

an entry has been set up in the router table, the RARP server will return the IP 

address to the machine which can store it for future use. 

RARP is available for Ethernet, Fiber Distributed-Data Interface, and token ring 

LANs. 

 

https://searchnetworking.techtarget.com/definition/protocol
https://searchwindevelopment.techtarget.com/definition/IP-address
https://internetofthingsagenda.techtarget.com/definition/gateway
https://searchnetworking.techtarget.com/definition/router
https://searchnetworking.techtarget.com/definition/MAC-address
https://searchenterprisedesktop.techtarget.com/definition/client
https://whatis.techtarget.com/definition/server
https://searchnetworking.techtarget.com/definition/Ethernet
https://searchnetworking.techtarget.com/definition/Token-Ring


 

 

Reverse Address Resolution Protocol (RARP) finds the logical address for a machine 

that knows only its physical address. Each host or router is assigned one or more logical 

(IP) addresses, which are unique and independent of the physical (hardware) address 

of the machine. To create an IP datagram, a host or a router needs to know its own IP 

address or addresses. The IP address of a machine is usually read from its configuration 

file stored on a disk file.  

The machine can get its physical address (by reading its NIC, for example), which is 

unique locally. It can then use the physical address to get the logical address by using 

the RARP protocol. A RARP request is created and broadcast on the local network. 

Another machine on the local network that knows all the IP addresses will respond 

with a RARP reply. The requesting machine must be running a RARP client program; 

the responding machine must be running a RARP server program.  

There is a serious problem with RARP: Broadcasting is done at the data link layer. The 

physical broadcast address, allis in the case of Ethernet, does not pass the boundaries 

of a network. This means that if an administrator has several networks or several 

subnets, it needs to assign a RARP server for each network or subnet. This is the reason 

that RARP is almost obsolete. Two protocols, BOOTP and DHCp, are replacing 

RARP.  

 

 

Routing Algorithms: RIP 

 

The Routing Information Protocol (RIP) is an intra-domain routing protocol used 

inside an autonomous system. It is a very simple protocol based on distance vector 

routing. RIP implements distance vector routing directly with some considerations: 

1. In an autonomous system, we are dealing with routers and networks (links). The 

routers have routing tables; networks do not. 

2. The destination in a routing table is a network, which means the first column 

defines a network address. 

3. The metric used by RIP is very simple; the distance is defined as the number of 

links (networks) to reach the destination. For this reason, the metric in RIP is called a 

hop count. 

4. Infinity is defined as 16, which means that any route in an autonomous system 

using RIP cannot have more than 15 hops. 

5. The next-node column defines the address of the router to which the packet is to be 

sent to reach its destination. 



 

 

Figure below shows an autonomous system with seven networks and four routers. 

The table of each router is also shown. Let us look at the routing table for Rl. The 

table has seven entries to show how to reach each network in the autonomous system. 

Router Rl is directly connected to networks 130.10.0.0 and 130.11.0.0, which means 

that there are no next-hop entries for these two networks. To send a packet to one of 

the three networks at the far left, router Rl needs to deliver the packet to R2. The 

next-node entry for these three networks is the interface of router R2 with IP address 

130.10.0.1. To send a packet to the two networks at the far right, router Rl needs to 

send the packet to the interface of router R4 with IP address 130.11.0.1. The other 

tables can be explained similarly. 

There are only two message types used by RIP. Request message and Response 

message. The names are as descriptive as they can be. When a RIP enabled router 

interface comes up, it sends out a Request message. The other RIP enabled routers in 

the network are responding with Response messages. When the first router receives 

the Response messages, it installs the new received routes in it’s routing table. If the 

router already has a route in it’s table but it gets one with a better hop count, the old 

route is replaced. After that, the router sends its own routing table to its neighbors. 

Hop Count :  

Hop count is the number of routers occurring in between the source and destination 

network. The path with the lowest hop count is considered as the best route to reach a 

network and therefore placed in the routing table. RIP prevents routing loops by 

limiting the number of hopes allowed in a path from source and destination. The 

maximum hop count allowed for RIP is 15 and hop count of 16 is considered as 

network unreachable. 

 

Features of RIP : 

 

1. Updates of the network are exchanged periodically. 

2. Updates (routing information) are always broadcast. 

3. Full routing tables are sent in updates. 

4. Routers always trust on routing information received from neighbour routers. This 

is also known as Routing on rumours. 

 

RIP versions :  

There are three vesions of routing information protocol – RIP Version1, RIP Version2 

and RIPng. 

 

– 

 

RIP V1 RIP V2 RIPNG 

Sends update as broadcast Sends update as multicast Sends update as multicast 

Broadcast at 255.255.255.255 Multicast at 224.0.0.9 Multicast at FF02::9 (RIPng can 
only run on IPv6 networks) 



 

 

RIP V1 RIP V2 RIPNG 

Doesn’t support authentication of 
update messages 

Supports authentication of RIPv2 
update messages 

 

Classful routing protocol Classless protocol, supports 
classful 

Classless updates are sent 

 

RIP v1 is known as Classful Routing Protocol because it doesn’t send information of 

subnet mask in its routing update. 

RIP v2 is known as Classless Routing Protocol because it sends information of subnet 

mask in its routing update. 

 

BGP protocol 

 

Border Gateway Protocol (BGP) is an inter-domain routing protocol using path vector 

routing. It first appeared in 1989 and has gone through four versions. 

Types of Autonomous Systems As we said before, the Internet is divided into 

hierarchical domains called autonomous systems. For example, a large corporation that 

manages its own network and has full control over it is an autonomous system. A local 

ISP that provides services to local customers is an autonomous system. We can divide 

autonomous systems into three categories: stub, multihomed, and transit. 

o Stub AS. A stub AS has only one connection to another AS. The interdomain data 

traffic in a stub AS can be either created or terminated in the AS. The hosts in the AS 

can send data traffic to other ASs. The hosts in the AS can receive data coming from 

hosts in other ASs. Data traffic, however, cannot pass through a stub AS. A stub AS is 

either a source or a sink. A good example of a stub AS is a small corporation or a small 

local ISP. 

o Multihomed AS. A multihomed AS has more than one connection to other ASs, but 

it is still only a source or sink for data traffic. It can receive data traffic from more than 

one AS. It can send data traffic to more than one AS, but there is no tran- sient traffic. 

It does not allow data coming from one AS and going to another AS to pass through. 

A good example of a multihomed AS is a large corporation that is con- nected to more 

than one regional or national AS that does not allow transient traffic. 

o Transit AS. A transit AS is a multihomed AS that also allows transient traffic. Good 

examples of transit ASs are national and international ISPs (Internet backbones). 

Path Attributes In our previous example, we discussed a path for a destination net- 

work. The path was presented as a list of autonomous systems, but is, in fact, a list of 

attributes. Each attribute gives some information about the path. The list of attributes 

helps the receiving router make a more-informed decision when applying its policy. 

Attributes are divided into two broad categories: well known and optional. A well- 

known attribute is one that every BGP router must recognize. An optional attribute is 

one that needs not be recognized by every router. 

Well-known attributes are themselves divided into two categories: mandatory and 

discretionary. A well-known mandatory attribute is one that must appear in the 

description of a route. A well-known discretionary attribute is one that must be 



 

 

recognized by each router, but is not required to be included in every update message. 

One well- known mandatory attribute is ORIGIN. This defines the source of the routing 

information (RIP, OSPF, and so on). Another well-known mandatory attribute is 

AS_PATH. This defines the list of autonomous systems through which the destination 

can be reached. Still another well-known mandatory attribute is NEXT-HOP, which 

defines the next router to which the data packet should be sent. 

The optional attributes can also be subdivided into two categories: transitive and 

nontransitive. An optional transitive attribute is one that must be passed to the next 

router by the router that has not implemented this attribute. An optional nontransitive 

attribute is one that must be discarded if the receiving router has not implemented it. 

BGP Sessions The exchange of routing information between two routers using BGP 

takes place in a session. A session is a connection that is established between two BGP 

routers only for the sake of exchanging routing information. To create a reliable 

environment, BGP uses the services of TCP. In other words, a session at the BGP level, 

as an application program, is a connection at the TCP level. However, there is a subtle 

difference between a connection in TCP made for BGP and other application programs. 

When a TCP connection is created for BGP, it can last for a long time, until something 

unusual happens. For this reason, BGP sessions are sometimes referred to as semi-

pennanent connections. 

External and Internal BGP: If we want to be precise, BGP can have two types of 

sessions: external BGP (E-BGP) and internal BGP (I-BGP) sessions. The E-BGP 

session is used to exchange information between two speaker nodes belonging to two 

different autonomous systems. The I-BGP session, on the other hand, is used to 

exchange routing information between two routers inside an autonomous system. 

Figure below shows the idea. 

 

 

 

 

 

 

 

 



 

 

 

The session established between AS 1 and AS2 is an E-BOP session. The two 

speaker routers exchange information they know about networks in the Internet. 

However, these two routers need to collect information from other routers in the 

autonomous systems. This is done using I-BOP sessions. 

 

 

 

UNIT IV: 

 

 

 

Socket API for network programming 

 

An API (application programming interface) is a prescribed methodology for 

accessing some sort of service that has already been written. That way the 

programmer doesn't reinvent the wheel. The API usually amounts to some step-by-

step rules for calling a certain set of functions.  In this case, the programmer doesn't 

need to include code for conducting the networking details. That code already exists. 

He just needs to learn how to call it. The socket API is how he calls it. It originated as 

part of BSD Unix at the University of California and is a de facto standard. 

 

 

Socket programming is a way of connecting two nodes on a network to communicate 

with each other. One socket(node) listens on a particular port at an IP, while other 

socket reaches out to the other to form a connection. Server forms the listener socket 

while client reaches out to the server. 

The socket is the software abstraction used to represent the "terminals" of a 

connection between two machines. 



 

 

For a given connection, there's a socket on each machine, and you can imagine a 

hypothetical "cable" running between the two machines with each end of the "cable" 

plugged into a socket. 

Of course, the physical hardware and cabling between machines is completely 

unknown. 

The whole point of the abstraction is that we don't have to know more than is 

necessary. 

 

 

 

The socket API 

The set of functions comprising the API include primarily: 

    socket( ) 

    bind( ) 

    connect( ) 

    listen( ) and accept( ) 

    read( ), recv( ), recvfrom( ), or recvmsg( ) 

    write( ), send( ), sendto( ), or sendmsg( ) 

    close( ) 

bind( ) is used particularly by server programs, and connect( ) by client programs. 

The others are used by both. 

bind( ) applies a "name" to an existing socket, so that it can be referred to. The 

essence of this "name" or identifier, is an IP-address-and-port-number pair. connect( ) 

searches out an already named (or "already bind'ed") program out on the network, by 

name. So calls to bind( ) supply, as parameters, information that tells which socket 

and what name. And calls to connect( ) supply a local socket, and the name of a 

remote socket to search for, locate, and connect to. 

Once a server program has created a socket and named it with bind( ) giving it an IP 

address and port number, should any program anywhere on the network give that 

same name to the connect( ) function, that program will find our server program and 

they will link up. The server program uses the accept( ) function to react to the 

client's connect( ). So the accept( ) must be called before the connect( ) is issued. 

Once all this connecting and accepting is done, both sides can freely use read/write or 

recv/send to get stuff shipped to each other. 

 

 

 • Socket creation: int sockfd = socket(domain, type, protocol) 
sockfd: socket descriptor, an integer (like a file-handle) 
domain: integer, communication domain e.g., AF_INET (IPv4 protocol) , 

AF_INET6 (IPv6 protocol) 
type: communication type 
SOCK_STREAM: TCP(reliable, connection oriented) 
SOCK_DGRAM: UDP(unreliable, connectionless) 
protocol: Protocol value for Internet Protocol(IP), which is 0. This is the same 



 

 

number which appears on protocol field in the IP header of a packet.(man 

protocols for more details) 

 • Setsockopt: int setsockopt(int sockfd, int level, int optname,const void 

*optval, socklen_t optlen); 
 

This helps in manipulating options for the socket referred by the file descriptor 

sockfd. This is completely optional, but it helps in reuse of address and port. 

Prevents error such as: “address already in use”. 

 • Bind: int bind(int sockfd, const struct sockaddr *addr,socklen_t addrlen); 
 

  After creation of the socket, bind function binds the socket to the address and 

port number specified in addr(custom data structure). In the example code, we 

bind the server to the localhost, hence we use INADDR_ANY to specify the IP 

address. 

 • Listen: int listen(int sockfd, int backlog); 
It puts the server socket in a passive mode, where it waits for the client to 

approach the server to make a connection. The backlog, defines the maximum 

length to which the queue of pending connections for sockfd may grow. If a 

connection request arrives when the queue is full, the client may receive an 

error with an indication of ECONNREFUSED. 

 • Accept: int new_socket= accept(int sockfd, struct sockaddr *addr, socklen_t 

*addrlen); 
It extracts the first connection request on the queue of pending connections for 

the listening socket, sockfd, creates a new connected socket, and returns a new 

file descriptor referring to that socket. At this point, connection is established 

between client and server, and they are ready to transfer data. 

 

Stages for Client 

 • Socket connection: Exactly same as that of server’s socket creation 

 • Connect: int connect(int sockfd, const struct sockaddr *addr,  socklen_t 

addrlen); 
 

 



 

 

The connect() system call connects the socket referred to by the file descriptor sockfd 

to the address specified by addr. Server’s address and port is specified in addr. 

 

 

 

 

Implementation 

 

1. server side 

 

// Server side C/C++ program to demonstrate Socket programming  

#include <unistd.h>  

#include <stdio.h>  

#include <sys/socket.h>  

#include <stdlib.h>  

#include <netinet/in.h>  

#include <string.h>  



 

 

#define PORT 8080  

int main(int argc, char const *argv[])  

{  

    int server_fd, new_socket, valread;  

    struct sockaddr_in address;  

    int opt = 1;  

    int addrlen = sizeof(address);  

    char buffer[1024] = {0};  

    char *hello = "Hello from server";  

        

    // Creating socket file descriptor  

    if ((server_fd = socket(AF_INET, SOCK_STREAM, 0)) == 0)  

    {  

        perror("socket failed");  

        exit(EXIT_FAILURE);  

    }  

        

    // Forcefully attaching socket to the port 8080  

    if (setsockopt(server_fd, SOL_SOCKET, SO_REUSEADDR | SO_REUSEPORT,  

                                                  &opt, sizeof(opt)))  

    {  

        perror("setsockopt");  

        exit(EXIT_FAILURE);  

    }  

    address.sin_family = AF_INET;  

    address.sin_addr.s_addr = INADDR_ANY;  

    address.sin_port = htons( PORT );  

        

    // Forcefully attaching socket to the port 8080  

    if (bind(server_fd, (struct sockaddr *)&address,   

                                 sizeof(address))<0)  

    {  

        perror("bind failed");  

        exit(EXIT_FAILURE);  

    }  

    if (listen(server_fd, 3) < 0)  

    {  

        perror("listen");  

        exit(EXIT_FAILURE);  

    }  

    if ((new_socket = accept(server_fd, (struct sockaddr *)&address,   

                       (socklen_t*)&addrlen))<0)  

    {  

        perror("accept");  

        exit(EXIT_FAILURE);  



 

 

    }  

    valread = read( new_socket , buffer, 1024);  

    printf("%s\n",buffer );  

    send(new_socket , hello , strlen(hello) , 0 );  

    printf("Hello message sent\n");  

    return 0;  

 

 

2. Client Side: 

 

// Client side C/C++ program to demonstrate Socket programming  

#include <stdio.h>  

#include <sys/socket.h>  

#include <arpa/inet.h>  

#include <unistd.h>  

#include <string.h>  

#define PORT 8080  

    

int main(int argc, char const *argv[])  

{  

    int sock = 0, valread;  

    struct sockaddr_in serv_addr;  

    char *hello = "Hello from client";  

    char buffer[1024] = {0};  

    if ((sock = socket(AF_INET, SOCK_STREAM, 0)) < 0)  

    {  

        printf("\n Socket creation error \n");  

        return -1;  

    }  

    

    serv_addr.sin_family = AF_INET;  

    serv_addr.sin_port = htons(PORT);  

        

    // Convert IPv4 and IPv6 addresses from text to binary form  

    if(inet_pton(AF_INET, "127.0.0.1", &serv_addr.sin_addr)<=0)   

    {  

        printf("\nInvalid address/ Address not supported \n");  

        return -1;  

    }  

    

    if (connect(sock, (struct sockaddr *)&serv_addr, sizeof(serv_addr)) < 0)  

    {  

        printf("\nConnection Failed \n");  

        return -1;  

    }  



 

 

    send(sock , hello , strlen(hello) , 0 );  

    printf("Hello message sent\n");  

    valread = read( sock , buffer, 1024);  

    printf("%s\n",buffer );  

    return 0;  

}  

 

 

The client-server model 

 

The client-server model is one of the most used communication paradigms in 

networked systems. Clients normally communicates with one server at a time. From a 

server’s perspective, at any point in time, it is not unusual for a server to be 

communicating with multiple clients. Client need to know of the existence of and the 

address of the server, but the server does not need to know the address of (or even the 

existence of) the client prior to the connection being established 

 

User Datagram Protocol (UDP) 

 

UDP is a simple transport-layer protocol. The application writes a message to a UDP 

socket, which is then encapsulated in a UDP datagram, which is further encapsulated 

in an IP datagram, which is sent to the destination. 

There is no guarantee that a UDP will reach the destination, that the order of the 

datagrams will be preserved across the network or that datagrams arrive only once.  

The problem of UDP is its lack of reliability: if a datagram reaches its final 

destination but the checksum detects an error, or if the datagram is dropped in the 

network, it is not automatically retransmitted.  

Each UDP datagram is characterized by a length. The length of a datagram is passed 

to the receiving application along with the data.  

No connection is established between the client and the server and, for this reason, 

we say that UDP provides a connection-less service.  

It is described in RFC 768.  

 

Transmission Control Protocol (TCP) 

 

TCP provides a connection oriented service, since it is based on connections between 

clients and servers.  

TCP provides reliability. When a TCP client send data to the server, it requires an 

acknowledgement in return. If an acknowledgement is not received, TCP 

automatically retransmit the data and waits for a longer period of time.  

We have mentioned that UDP datagrams are characterized by a length. TCP is 

instead a byte-stream protocol, without any boundaries at all.  

TCP is described in RFC 793, RFC 1323, RFC 2581 and RFC 3390. 

 

TCP Socket API 



 

 

 

The sequence of function calls for the client and a server participating in a  TCP 

connection is presented below 

 

As shown in the figure, the steps for establishing a TCP socket on the client side are 

the following: 

 • Create a socket using the socket() function; 

 • Connect the socket to the address of the server using the connect() function; 

 • Send and receive data by means of the read() and write() functions. 

 • Close the connection by means of the close() function. 

 

The steps involved in establishing a TCP socket on the server side are as follows: 

 • Create a socket with the socket() function; 



 

 

 • Bind the socket to an address using the bind() function; 

 • Listen for connections with the listen() function; 

 • Accept a connection with the accept() function system call. This call typically 

blocks until a client connects with the server. 

 • Send and receive data by means of send() and receive(). 

 • Close the connection by means of the close() function. 

 

UDP Socket API 

 

There are some fundamental differences between TCP and UDP sockets. UDP is a 

connection-less, unreliable, datagram protocol (TCP is instead connection-oriented, 

reliable and stream based). There are some instances when it makes to use UDP instead 

of TCP. Some popular applications built around UDP are DNS, NFS, SNMP and for 

example, some Skype services and streaming media.  

Figure below shows the the interaction between a UDP client and server. First of all, 

the client does not establish a connection with the server. Instead, the client just sends 

a datagram to the server using the sendto function which requires the address of the 

destination as a parameter. Similarly, the server does not accept a connection from a 

client. Instead, the server just calls the recvfrom function, which waits until data arrives 

from some client. recvfrom returns the IP address of the client, along with the datagram, 

so the server can send a response to the client.  

 

As shown in the Figure below, the steps of establishing a UDP socket communication 

on the client side are as follows: 

 • Create a socket using the socket() function; 

 • Send and receive data by means of the recvfrom() and sendto() functions. 

 

The steps of establishing a UDP socket communication on the server side are as 

follows: 

 • Create a socket with the socket() function; 

 • Bind the socket to an address using the bind() function; 

 • Send and receive data by means of recvfrom() and sendto(). 



 

 

 

 

 

 

 

TELNET 

 

Telnet, developed in 1969, is a protocol that provides a command line interface for 

communication with a remote device or server, sometimes employed for remote 

management but also for initial device setup like network hardware. Telnet stands for 

Teletype Network, but it can also be used as a verb; 'to telnet' is to establish a 

connection using the Telnet protocol. Telnet provides users with a bidirectional 

interactive text-oriented communication system utilizing a virtual terminal connection 

over 8 byte. User data is interspersed in-band with telnet control information over the 



 

 

transmission control protocol (TCP). Often, Telnet was used on a terminal to execute 

functions remotely. 

The user connects to the server by using the Telnet protocol, which means entering 

Telnet into a command prompt by following this syntax: telnet hostname port. The user 

then executes commands on the server by using specific Telnet commands into the 

Telnet prompt. To end a session and log off, the user ends a Telnet command with 

Telnet. 

When a TELNET connection is first established, each end is 

   assumed to originate and terminate at a "Network Virtual Terminal”, or NVT.  An 

NVT is an imaginary device which provides a standard, network-wide, intermediate 

representation of a canonical terminal. This eliminates the need for "server" and "user" 

hosts to keep information about the characteristics of each other's terminals and 

terminal handling conventions.  All hosts, both user and server, map 

their local device characteristics and conventions so as to appear to be dealing with an 

NVT over the network, and each can assume a similar mapping by the other party.  The 

NVT is intended to strike a balance between being overly restricted (not providing 

hosts a rich enough vocabulary for mapping into their local character sets), and being 

overly inclusive (penalising users with modest terminals). 

 

 

TELNET Operation 

 ▪ The TELNET protocol is based on three ideas: 

 • The Network Virtual Terminal (NVT) concept. An NVT is an imaginary 

device having a basic structure common to a wide range of real 

terminals. Each host maps its own terminal characteristics to those of an 

NVT, and assumes that every other host will do the same. 

 • A symmetric view of terminals and processes . 

 • Negotiation of terminal options. The principle of negotiated options is 

used by the TELNET protocol, because many hosts wish to provide 

additional services, beyond those available with the NVT. Various 

options may be negotiated. Server and client use a set of conventions to 

establish the operational characteristics of their TELNET connection via 

the ``DO, DON'T, WILL, WON'T'' mechanism discussed later in this 

document. 

 ▪ The two hosts begin by verifying their mutual understanding. Once this initial 

negotiation is complete, they are capable of working on the minimum level 

implemented by the NVT. 

 ▪ After this minimum understanding is achieved, they can negotiate additional 

options to extend the capabilities of the NVT to reflect more accurately the 

capabilities of the real hardware in use. 

 ▪ Because of the symmetric model used by TELNET, both the host and the client 

may propose additional options to be used. 

 ▪ The set of options is not part of the TELNET protocol, so that new terminal 

features can be incorporated without changing the TELNET protocol (mouse?). 

 ▪ All TELNET commands and data flow through the same TCP connection. 



 

 

 ▪ Commands start with a special character called the Interpret as Command 

escape character (IAC). 

 ▪ The IAC code is 255. 

 ▪ If a 255 is sent as data - it must be followed by another 255 

 ▪ Each receiver must look at each byte that arrives and look for IAC. If IAC is 

found and the next byte is IAC - a single byte is presented to the 

application/terminal. 

 ▪ If IAC is followed by any other code - the TELNET layer interprets this as a 

command. 

 

The NVT (Network Virtual Terminal) concept 

 ▪ The NVT has a "printer" (or display) and a "keyboard". 

 ▪ The keyboard produces outgoing data, which is sent over the TELNET 

connection. The printer receives the incoming data. 

 ▪ The basic characteristics of an NVT, unless they are modified by mutually 

agreed options are: 

 • The data representation is 7-bit ASCII transmitted in 8-bit bytes. 

 • The NVT is a half-duplex device operating in a line-buffered mode. 

 • The NVT provides a local echo function. 



 

 

 ▪ All of these may be negotiated by the two hosts.  

 

TELNET vs. telnet 

 ▪ TELNET is a protocol that provides “a general, bi-directional, eight-bit byte 

oriented communications facility”. 

 ▪ telnet is a program that supports the TELNET protocol over TCP. Put in other 

words: telnet is a TELNET client. 

 ▪ Many application protocols are built upon the TELNET protocol 

 

 

 

SMTP 

 

One of the most popular Internet services is electronic mail (e-mail). The designers of 

the Internet probably never imagined the popularity of this application program. At 

the beginning of the Internet era, the messages sent by electronic mail were short and 

consisted of text only; they let people exchange quick memos. Today, electronic mail 

is much more complex. It allows a message to include text, audio, and video. It also 

allows one message to be sent to one or more recipients.  

Most of the internet systems use SMTP as a method to transfer mail from one user to 

another. SMTP is a push protocol and is used to send the mail whereas POP (post office 

protocol) or IMAP (internet message access protocol) are used to retrieve those mails 

at the receiver’s side. 

 

SMTP Fundamentals 



 

 

SMTP is an application layer protocol. The client who wants to send the mail opens a 

TCP connection to the SMTP server and then sends the mail across the connection. 

The SMTP server is always on listening mode. As soon as it listens for a TCP 

connection from any client, the SMTP process initiates a connection on that port (25). 

After successfully establishing the TCP connection the client process sends the mail 

instantly.  

The SMTP model is of two type : 

 1 End-to- end method 

 2 Store-and- forward method 

The end to end model is used to communicate between different organizations whereas 

the store and forward method are used within an organisation. A SMTP client who 

wants to send the mail will contact the destination’s host SMTP directly in order to 

send the mail to the destination. The SMTP server will keep the mail to itself until it is 

successfully copied to the receiver’s SMTP. 

The client SMTP is the one which initiates the session let us call it as the client- SMTP 

and the server SMTP is the one which responds to the session request and let us call it 

as receiver-SMTP. The client- SMTP will start the session and the receiver-SMTP will 

respond to the request. 

 

 

 

Model of SMTP system 

In the SMTP model user deals with the user agent (UA) for example Microsoft 

Outlook, Netscape, Mozilla, etc. In order to exchange the mail using TCP, MTA is 

used. The users sending the mail do not have to deal with the MTA it is the 

responsibility of the system admin to set up the local MTA. The MTA maintains a 

small queue of mails so that it can schedule repeat delivery of mail in case the receiver 



 

 

is not available. The MTA delivers the mail to the mailboxes and the information can 

later be downloaded by the user agents. 

  

Some SMTP Commands: 

 • HELO – Identifies the client to the server, fully qualified domain name, only 

sent once per session 

 • MAIL – Initiate a message transfer, fully qualified domain of originator 

 • RCPT – Follows MAIL, identifies an addressee, typically the fully qualified 

name of the addressee and for multiple addressees use one RCPT for each 

addressee 

 • DATA – send data line by line 

 

FTP 

Transferring files from one computer to another is one of the most common tasks 

expected from a networking or internetworking environment. As a matter of fact, the 

greatest volume of data exchange in the Internet today is due to file transfer.  

File Transfer Protocol (FTP) is the standard mechanism provided by TCP/IP for 

copying a file from one host to another. Although transferring files from one system to 

another seems simple and straightforward, some problems must be dealt with first. For 

example, two systems may use different file name conventions. Two systems may have 

different ways to represent text and data. Two systems may have different directory 

structures. All these problems have been solved by FTP in a very simple and elegant 

approach.  FTP differs from other client/server applications in that it establishes two 

connections between the hosts. One connection is used for data transfer, the other for 

control information (commands and responses). Separation of commands and data 

transfer makes FTP more efficient. The control connection uses very simple rules of 

communication. Wc need to transfer only a line of command or a line of response at a 



 

 

time. The data connection, on the other hand, needs more complex rules due to the 

variety of data types transferred. However, the difference in complexity is at the FTP 

level, not TCP. For TCP, both connections are treated the same.  

 ▪ The objectives of FTP are 

 • to promote sharing of files (computer programs and/or data) 

 • to encourage indirect or implicit (via programs) use of remote 

computers; 

 • to shield a user from variations in file storage systems among hosts; 

 • to transfer data reliably and efficiently. 

 ▪ FTP can be used directly by a user at a terminal, but is designed mainly for use 

by programs. 

 ▪ The file transfer protocol (FTP) is a method for efficiently transferring files 

between computers over a network. 

 ▪ We must distinguish the FTP protocol from the usual ftp programs that we find 

in Unix and windows (which are client programs). 

 ▪ These ftp programs are simple to use: you simply type ftp followed by the 

name of the computer to which you want to connect and exchange files with. 

 ▪ When you use FTP, you are communicating between two machines: one local, 

and one remote. You are logged on the local machine, and then use ftp to 

communicate with the remote machine. 

 ▪ FTP is based on the client-server model: one computer acts as a client, which 

sends instructions to the other computer, known as the server. 

 ▪ File transfer can go both ways, obviously, but the client computer is always the 

one which initiates the transfer by sending the appropriate command. 

 ▪ Most Web browsers now have FTP utilities built in. This allows files to 

transfer automatically to your hard drive from an Internet URL. These may 

reduce the use of ftp programs in the future (but it's still using the FTP 

protocol). 

 

Data Transfer Modes 

 ▪ STREAM: 

 ▪ file is transmitted as a stream of bytes. 

 ▪ BLOCK: 

 ▪ file is transmitted as a series of blocks preceded by hearers containing count 

and descriptor code (EOF, EOR, restart marker). 

 ▪ COMPRESSED: 

 ▪ uses a simple compression scheme - compressed blocks are transmitted. 

 ▪ RFC 959 - recommended reading! 

 ▪ The RFC includes lots more information and many details including: 

 • parameters for commands 

 • lists of reply status codes 

 • protocol state diagrams 

 • support for a variety of file structures 

 • sample sessions 



 

 

 

Security 

FTP was initially defined in 1971, before the definition of TCP and IP, and has been 

redefined many times -- e.g., to use TCP/IP (RFC 765 and RFC 959), and then 

Internet Protocol Version 6 (IPv6), (RFC 2428). Also, because it was defined without 

much concern for security, it has been extended many times to improve security: for 

example, versions that encrypt via a TLS connection (FTPS) or that work with Secure 

File Transfer Protocol (SFTP), also known as SSH File Transfer Protocol. 

FTP does not encrypt traffic, and individuals can capture packets to read usernames, 

passwords and other data. 

FTP may still be vulnerable to brute force attacks, packet capture, spoofing, FTP 

bounce and other attacks such as username enumeration or DDoS. 

 

Advantages of FTP: 

 ◦ Speed: One of the biggest advantages of FTP is speed. The FTP is one of the 

fastest way to transfer the files from one computer to another computer. 

 ◦ Efficient: It is more efficient as we do not need to complete all the operations 

to get the entire file. 

 ◦ Security: To access the FTP server, we need to login with the username and 

password. Therefore, we can say that FTP is more secure. 

 ◦ Back & forth movement: FTP allows us to transfer the files back and forth. 

Suppose you are a manager of the company, you send some information to all 

the employees, and they all send information back on the same server. 

Disadvantages of FTP: 

 ◦ The standard requirement of the industry is that all the FTP transmissions 

should be encrypted. However, not all the FTP providers are equal and not all 

the providers offer encryption. So, we will have to look out for the FTP 

providers that provides encryption. 

 ◦ FTP serves two operations, i.e., to send and receive large files on a network. 

However, the size limit of the file is 2GB that can be sent. It also doesn't allow 

you to run simultaneous transfers to multiple receivers. 

 ◦ Passwords and file contents are sent in clear text that allows unwanted 

eavesdropping. So, it is quite possible that attackers can carry out the brute 

force attack by trying to guess the FTP password. 

 ◦ It is not compatible with every system. 

 

 

 

 

HTTP 

 

The Hypertext Transfer Protocol (HTTP) is a protocol used mainly to access data on 

the World Wide Web. HTTP functions as a combination of FTP and SMTP. It is 

similar to FfP because it transfers files and uses the services of TCP. However, it is 

https://tools.ietf.org/html/rfc765
https://www.ietf.org/rfc/rfc959.txt
https://searchenterprisewan.techtarget.com/definition/IPv6
https://tools.ietf.org/html/rfc2428
https://searchcompliance.techtarget.com/definition/SFTP-Secure-File-Transfer-Protocol


 

 

much simpler than FfP because it uses only one TCP connection. There is no separate 

control connection; only data are transferred between the client and the server.  

HTTP is like SMTP because the data transferred between the client and the server 

look like SMTP messages. In addition, the format of the messages is controlled by 

MIME-like headers. Unlike SMTP, the HTTP messages are not destined to be read 

by humans; they are read and interpreted by the HTTP server and HTTP client 

(browser). SMTP messages are stored and forwarded, but HTTP messages are 

delivered immediately. The commands from the client to the server are embedded in 

a request message. The contents of the requested file or other information are 

embedded in a response message. HTTP uses the services of TCP on well-known 

port 80.  

HTTP Transaction  

Figure below illustrates the HTTP transaction between the client and server. 

Although HTTP uses the services of TCP, HTTP itself is a stateless protocol. The 

client initializes the transaction by sending a request message. The server replies by 

sending a response.  

Messages  



 

 

The formats of the request and response messages are similar; both are shown in 

Figure below . A request message consists of a request line, a header, and sometimes 

a body. A response message consists of a status line, a header, and sometimes a body.  

 

Request and Status Lines The first line in a request message is called a request line; 

the first line in the response message is called the status line  



 

 

Request type. This field is used in the request message. In version 1.1 of HTTP, 

several request types are defined. The request type is categorized into methods as 

defined in Table below 

o URL. We discussed the URL earlier in the chapter.  

o Version. The most current version of HTTP is 1.1.  

o Status code. This field is used in the response message. The status code field is 

similar to those in the FTP and the SMTP protocols. It consists of three digits. 

Whereas the codes in the 100 range are only informational, the codes in the 200 range 

indicate a successful request. The codes in the 300 range redirect the client to another 

URL, and the codes in the 400 range indicate an error at the client site. Finally, the 

codes in the 500 range indicate an error at the server site.  

o Status phrase. This field is used in the response message. It explains the status code 

in text form.  

Header The header exchanges additional information between the client and the 

server. For example, the client can request that the document be sent in a special 

format, or the server can send extra information about the document. The header can 

consist of one or more header lines. Each header line has a header name, a colon, a 

space, and a header value. A header line belongs to one of four categories: general 

header, request header, response header, and entity header. A request message can 

contain only general, request, and entity headers. A response message, on the other 

hand, can contain only general, response, and entity headers.  
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